
Since the introduction of the
4004 by Intel in the early
1970s, microcontrollers have

taken on two basic architectures:
Harvard and von Neumann. These
refer to the type of bus design used
for the program and data memory.
These two architectures can be fur-
ther subdivided into two types of
processors, CISC and RISC, in terms
of the type of instruction set and
complexity of the CPU.

With all these architectures and
program memory specifications in
bytes and words, how do you dif-
ferentiate between the program
memory sizes of the various micro-
controllers? Many microcontroller
manufacturers use bytes, some use
words. The best way might be to do
an apples-to-apples comparison
using the number of instructions
that a particular device can hold.
But first let’s examine the various
architectures available.

von Neumann architecture
This type of architecture has a single
bus in which both data and instruc-
tions can be accessed (figure 1).
Both the RAM-based data registers
and the ROM-, EPROM-, EEPROM-
or Flash-based program memories
are mapped in the same address
space. The bus width normally
matches the type of CPU—4bits for
a 4-bit microcontroller, 8bits for an
8-bit version, etc. All special function
registers, which control the various
peripheral features on the device, are
also mapped in this address space.

The von Neumann architecture
allows the address and data
buses to be easily brought out to I/O
pins. This allows external memory
to be added with a minimal amount
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of hardware. Another advantage
of this architecture is  that you can
load RAM data memory with in-
structions for the microcontroller
to execute.

On the other side of the coin is
the limited instruction execution-
bandwidth due to the length of an
instruction—it may consume sev-
eral bytes of program memory. The
CPU must perform several me-
mory fetches to execute the in-
struction, thereby reducing execu-
tion speed and throughput. An-
other, somewhat hidden disad-
vantage is that data can be executed
as if it were an instruction. If the
program counter becomes cor-
rupted due to brown-outs or EMI,
the CPU might execute a byte that
is an invalid instruction. Usually a
microprocessor supervisory circuit
is necessary to prevent unrecover-
able system failure.

Harvard architecture
The Harvard architecture has sepa-
rate program and data memory bus-
ses (figure 2). The program memory
bus is variable in width and opti-
mized for the particular device. The
data bus width need not match the
type of CPU. The special function
registers are also mapped onto the
data bus. The program memory ad-
dress bus selects an instruction to
execute. The data memory address
bus selects a data register or special
function register.

This setup has several benefits.
You can use a single long word in-
struction that occupies only one lo-
cation in program memory. This in-
creases execution speed because the
opcode and associated data are all
contained in a single word.

A typical instruction will have
five steps: fetch, decode, read, ex-
ecute, and write. The first step is to
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Figure 1: The single address bus selects one 8-bit value from the address space. This 8-bit
value can be data in RAM, instructions in ROM, or any one of the special function registers.

With various architectures available, comparing program
memory in bytes or words are often misleading. Get an  accu-
rate picture using a common denominator that reveals the
memory required to store a given number of instructions.
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fetch the instruction from program
memory. Depending on how the ac-
tual architecture is designed, the
fetch operation usually takes place
in the previous instruction cycle
(called pipelining). The last four
steps will typically execute in a
single instruction cycle.

However, with Harvard architec-
ture it is not easy to connect exter-
nal memory to the device. It becomes
I/O-intensive to route all the ad-
dressing and bus lines to I/O pins.
On devices that have less than 40
pins, the task is nearly impossible.

CISC architecture
CISC architecture describes a Com-
plex Instruction Set Computer. The
instruction set of this microcon-
troller is typically microcoded. Each
instruction is decoded by the CPU
into many basic instructions. For in-
stance, a divide instruction may take
multiple instruction cycles to execute.
The CPU might fetch the opcode for
divide from memory in the first cycle.
In the second cycle, it interprets the
opcode as a divide instruction. The
operands will be fetched in the next
cycle. The CPU may take many cycles
to actually perform the divide opera-
tion. The complexity of a CISC-
based microcontroller is typically
very high because of the microcod-
ing that is taking place inside.

A CISC microcontroller also
typically has a von Neumann bus ar-
chitecture. Since the instructions
take several cycles to complete, the
microcontroller can take multiple
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cycles to fetch data out of the pro-
gram memory.

The CISC microcontroller re-
quires less program memory than
the RISC device to perform a given
operation. To execute the divide
instruction, the device uses one
program memory location whereas
the RISC device uses multiple
instructions to perform the divide
operation.

On the downside, the CISC  de-
vice suffers from a limited band-
width because of the microcod-
ing taking place inside the CPU.
Also, the instruction set can be-
come quite large when compared to
a RISC device.

RISC architecture
A RISC microcontroller is a device
with a Reduced Instruction Set
Computer. The instruction set is
usually small compared to a CISC
device (table). You may think of one
CISC instruction as being a set of

many RISC instructions. Since
RISC’s basic instructions execute in
a single instruction cycle, separate
program and data busses are re-
quired. Hence the use of Harvard
architecture buses with RISC.

RISC devices are typically less
complex than their CISC counter-
parts because the instruction set is
not microcoded into the CPU. A
unique feature of the RISC architec-
ture is the orthogonal instruction set.
This allows any instruction to oper-
ate on any register. For instance, the
same instruction can be used to clear
a bit in a register as well as clear a bit
in the I/O port.

The RISC microcontroller ex-
ecutes instructions faster than a
CISC device. A series of instructions
that perform a divide operation for
the RISC device will typically take
less time than a single divide instruc-
tion on a CISC device. A disadvan-
tage of RISC is that some operations,
such as divide, consume more pro-
gram memory locations.

Architecture affects memory
A device with RISC-based Harvard
architecture will typically have one
instruction per program memory
location. Devices with CISC-based
von Neumann architecture will have
one instruction spread over multiple
program memory locations.

Many of the microcontrollers
have multiple addressing modes
that increase the number of bytes
per instruction up to five. Address-

Figure 2:  The Harvard architecture allows the simultaneous access to both program and
data memory.
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ing can be broken up into four basic
modes: immediate, direct, indirect,
and relative.

The immediate addressing mode
has the operands contained in the
byte(s) immediately following the
opcode. Direct addressing indicates
that the address of the operand is
in the byte(s) immediately follow-
ing the opcode. The address of the
operand can sometimes be multiple
bytes depending on the architec-
ture. The indirect addressing mode
refers to an operation where an in-
dex register is used to access the
operand. The byte(s) following the
opcode are the values to be loaded
into the index register before the
opcode is executed. Finally, the rela-
tive addressing mode is used in
branch instructions where the
byte(s) following the opcode are the
offset to be added to the program
counter. If the branch test is TRUE,
the offset is added to the program
counter. If FALSE, program execu-
tion continues with the instruction
after the branch.

You can derive the average num-
ber of program memory locations
per instruction by looking at indi-
vidual instructions and finding out
the maximum number of program
memory locations that can be used.
The maximum number of bytes for
each instruction are added, then di-
vided by the total number of instruc-
tions to determine the average.

Is it a true comparison of pro-
gram memory if the comparison is
based purely on the number of bytes
or words in the device? Some manu-
facturers issue claims based on the
number of bytes of program me-
mory which, at least on paper, may
give them an advantage over the
competition. Without considering
the architecture of the device, a fair
comparison cannot be made.

Comparing apples with apples
For example, the PIC16C54 from
Microchip has RISC-based Harvard
architecture with 12bit-wide pro-
gram memory and one instruction

per program memory location. The
program memory size is 512 loca-
tions by 12bits wide. This is equiva-
lent to 768 bytes:

On the other hand, the Motorola
MC68HC05J1A has a 1KB program
memory size. Since this device is
based on von Neumann architecture,
the average program memory re-
quired for each instruction is two
locations. The MC68HC05J1A de-
vice has a capacity of 512 instruc-
tions making the program memory
sizes of the PIC16C54 and the
MC68HC05J1A devices essentially
the same.

Yet another device, the COP912C
microcontroller from National
Semiconductor, specifies a 768-byte
program memory size. The COP
microcontrollers have CISC-based
von Neumann architecture, which
uses 1.9 bytes per instruction. The
resulting calculation shows that the
COP912C will hold approximately
404 instructions.

You can be misled by data sheets
specifying program memory using
bytes or words. Read all data sheets
carefully and thoroughly for exact
definitions of program memory and
other specifications.
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Please e-mail your comments on this article
to Mr. Eric Sells, Microchip Public Relations
Manager, at sales@microchip.com, or fax 1-
609-9174150. You may also visit the Micro-
chip home page at www.microchip.com.

No. of instructions =
768 bytes of program memory   

12 bits per instruction
= 512 instructions

No. of instructions =
1KB of program memory
2 bytes per instruction

= 512 instructions

No. of instructions =
768 bytes of program memory

1.9 bytes per instruction
=  404.2 instructions
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